Science
The Argon app demonstrates a number of a concepts in physics and chemistry that you may not have
covered at school (or may just not remember!). We’ve compiled a bit of background information to
bring you up to speed. If you think something is missing let us know at admin@argonmd.co.uk
and we’ll do our best to fill in the gaps.
Note for teachers and parents: We’ve aimed the material in the links below at a year 9 level, but
we’ve tried to include more detail outside of the curriculum where we think it would be helpful.
Classical Mechanics
Look here for a quick refresher on why apples tend to fall off trees and how we can use these same
laws to model atoms.
Molecular Dynamics
Look here to see how we can convert equations of motion into particles moving on your screen, and
a look at what is going on under the hood of the app.
Radial Distribution Functions
Look here to learn how the positions of particles can tell us if our system is a solid, liquid, or gas,
and how this is done in Argon.
The Maxwell Boltzmann Distribution
Look here for a brief introduction to the Maxwell-Boltzmann distribution, and what it tells us
about the speeds of particles.

1

Classical Mechanics
The behaviour of particles in Argon all stem from classical mechanics. To help understand what
this means this guide is supposed to provide a brief introduction to classical (Newtonian) mechanics,
and the idea of potential energy.

Newton’s Laws
Isaac Newton (1643-1727) was what we now call a ‘polymath’, meaning ‘too smart for his own good’.
He made contributions to a vast number of fields, and is considered one of the most influential
scientists of all time. In 1687, Newton published ‘Mathematical Principles of Natural Philosophy’,
which contained 3 principles which are now known as Newton’s laws. They are:
1. The velocity (fancy word for speed) of an object remains unchanged unless a net force acts
upon it.
2. The net force is directly proportional to the acceleration, and the constant of proportionality
is the object’s mass. Mathematically:
F = ma
(a) The acceleration of an object is defined as it’s change in speed over time:
a=

∆v
∆t

where here ∆ is used to describe a change in something - a final value minus an initial
value.
3. Every action force has an equal and opposite reaction force.
Let us consider each law and its implications in turn:

Newton’s First Law
The velocity of an object remains unchanged unless a net force acts upon it.
Let’s think about putting a ball on a flat, untilted table. Let’s just leave the ball there. Nothing
is allowed to touch the ball. Stop thinking about touching the ball. Is the ball going to roll off?
Obviously not! Something must cause it to begin moving. Here we have the first implication of
Newton’s laws - a stationary object will not start moving unless a force is applied.
Now lets imagine we started the ball moving along the table, and rolled it. What is going to
happen to the ball? It will either roll off, or, provided our table is long enough, the ball will eventually slow down and stop.

BUT WAIT
Newton’s 1st law states that the speed of an object does not change unless a force is applied -
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so a force must be being applied to the system to make our ball slow down. This is a force which is
abundant in our everyday lives, friction. Friction is a force that occurs to a moving object, and is
caused by resistance of the environment to the object. In the case of our ball and table, the table is
pulling the ball back, gradually slowing it down. If we were rolling the ball on a sheet of ice, rather
than a table, the ball might slow down a lot less - this is because the friction between the ice and
the ball is much less than that of the table and the ball.
So Newton’s 1st law tells us about objects that are either not moving, or moving at a constant
speed. We have a fancy scientific word for those objects - ‘boring’. We don’t care about systems
where nothing changes! However, to investigate systems where the speed does change, we have to
use Newton’s second law.

Newton’s Second Law
The net force applied to an object is directly proportional to its acceleration.
We pick up our ball off the table, and decide to go outside and throw it up in the air. Fortunately, the ball does not keep flying up forever, and it eventually stops moving, and falls back down
(hopefully we catch it). Now, because we are scientists, we decide to get someone to measure both
its position in the air, and its velocity for a series of points. We can then plot that information on
a graph, which can be seen below:
NB - There is a little bit of subtle mathematics going on here. We must be able to distinguish
between the speed of a ball moving upwards and its speed when it travels downwards. Long story
short, we define the movement downwards as being a negative speed. This is a type of mathematical
object known as a vector, because it has both a size and a direction - the only thing we need to know
here is that a negative speed implies moving downwards!
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(a) Distance vs Time graph

(b) Speed vs Time graph

Firstly, let us look at the graph of Distance vs Time. What is clear is that the ball reaches a
maximum height, and then drops back down. The maximum height, and the time taken, depend
on the initial speed, or equivalently with how much energy you are throwing the ball.
We now turn to the Speed vs Time graph. The speed is not constant, but is decreasing linearly. This change in speed is the acceleration. We can find the acceleration from the equation
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described above. The fact that this is unchanged, regardless of what time we use for our initial and
final values, implies that the acceleration is constant throughout this process.
From Newton’s second law, we can see that this constant acceleration implies that there is a
constant force acting on our ball - hopefully this is a force that you are familiar with, gravity. From
this example of throwing a ball in the air, it should now be clear what Newton’s second law implies
- a force acting on a particle causes it to accelerate.

Newton’s Third Law
Every action force has an equal and opposite reaction force.
Rather than think about an imaginary experiment where we are throwing balls in the air, lets
think about you. You are probably sitting on a chair reading this, (hopefully) not accelerating!
From Newton’s 2nd law, we recognise that there is no net force acting on you. But we have just
talked about gravity, and we know that gravity is always acting on everything - there must be a
force acting on you that is stopping the gravity from pulling you through the floor.
If you are sitting on a chair, you are pushing the chair down due to gravity acting on you. Newton’s
third law says that the chair is pushing you back! Fortunately, the chair is pushing you exactly
the right amount to ensure you don’t fall through it, or begin to float away! Newton’s third law
is about all forces, stating they come in pairs. These pairs are always equal (in size) and opposite
(in direction). Although there is no gravity in Argon, when we consider the particles in the app,
we recognise that if particle A is attracting particle B, it is also being attracted by particle B! This
helps us to speed up our calculations, as we do not need to calculate the force on A from B and
vice versa - we only need to know one to know the other!

Energy
Energy is an incredibly important idea within classical mechanics. Energy’s most important feature
is that it cannot be created or destroyed - it can only be transferred from one form to the other.
Here we discuss two important forms of energy, kinetic energy, and potential energy.

Kinetic Energy
Kinetic energy is the energy that objects have due to their movement. An object that has no energy
is obviously not moving, and an object moving incredibly fast could have lots of kinetic energy!
Interestingly, the energy of a moving object depends on its mass. This is obvious when you think
about it - it is much easier to throw a tennis bowl than a bowling ball! The kinetic energy of an
object is defined as:
1
EK = mv 2
2
For more information about kinetic energy and how it applies to our application - in particular
temperature - have a look at our work on the Maxwell-Boltzmann distribution.
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Potential Energy
Potential energy is an interesting idea. The potential energy of an object can be thought of as
the energy that is stored in an object. Let’s think about a boulder on a cliff edge. Imagine you
somehow used all of your strength, and managed to roll it over the edge - it would start falling,
and by the time it reached the bottom, it would have lots of kinetic energy! But remember, energy
can’t be created or destroyed - where has all of that kinetic energy come from?
The answer is our old friend gravity. At the top of the cliff, we say the boulder has lots of gravitational potential energy, and not much kinetic energy. As it falls, it transfers the gravitational
potential energy to kinetic energy, and at the bottom it has used all of its gravitational potential
energy. In fact, when it hits the bottom, that kinetic energy has to go somewhere - and it does it gets transferred into the earth, where some of it becomes heat by compressing the ground, and
some of it becomes sound, which is what we hear when that boulder crashes. The gravitational
potential energy of an object is defined as:
EG = mgh
where g ≈ 9.81ms−2 is the gravitational constant.
Activation Energy
As an aside, think about that pesky boulder again. Remember, it had all of this gravitational
potential energy, but couldn’t release it until you gave it a nudge and pushed it off. We term this
‘nudge’ the activation energy - this is the energy you need to put into the system to get it over
the initial hump and release some potential energy. Activation energy is an important concept
in chemistry, as it determines how fast reactions can occur, and in some cases whether they can
occur at all. There are many scientists who try to discover ways to lower the activation energy of
a chemical reaction, a field which is also known as ‘catalysis’.

From Potential To Force, From Force To Position
At the moment we seem to have introduced two concepts, those of forces and energy. However, as
you might have guessed, those concepts are incredibly linked. In fact, the net force that acts on
an object can be determined from only its potential energy. Lets think about our ball again, but
instead of throwing it, we’re going to hold it in front of us, about to drop it. We know what the
potential energy of this ball is, from the equation above. We also know that as the ball gets closer
to the ground, its potential energy reduces (its kinetic energy increases, remember). We also know
that the gravitational force on the ball is towards the earth, pulling the ball closer. This leads us
to a fundamental concept in physics, which is so important it is getting its own line, in both bold
and italics.
The force on an object is in the direction where the potential energy reduces fastest
What is even more amazing is that this is what scientists call ‘linear’. If I have two different
sources of potential energy acting on an object, I can either calculate their forces separately and
add them to get the net force, or I can add the potential energies together, find the direction of
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steepest descent of the total potential, and then get the force from there. In fact, this principle is
so important, I’m going to write it again.
The force on an object is in the direction where the potential energy reduces fastest
For details as to how we go from energies and forces to positions of a particle, check out our
page on Molecular Dynamics, in particular our section on the ‘velocity verlet’ integrator.
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Molecular Dynamics
Classical mechanics gives us the laws upon which we can base Argon, but how do we implement
them in practice? Or more specifically, how can we implement them in a way a computer can
understand? How should we design the forces between particles? This section aims to address these
questions.

Designing a model for particle interactions
If we learn classical mechanics we can start to design models using it, and that’s just what we do
to create classical models of how atoms and particles interact. If we want to see the way particles
interact over time, we generally give it the fancy term molecular dynamics. In Argon you’re playing
with particles similar to Argon atoms, so we need to make sure they behave as much like the real
thing as possible. We know classical mechanics is all about forces, but what kind of forces should
the particles apply to each other? Well let’s start simple. We know at short ranges, i.e. when
the atoms are very close to each other, the atoms will repel because they cannot overlap. While
at long range we know that all atoms are attracted to each other because even the noble gases freeze.
So we want our model to be repulsive at short ranges and attractive at long ranges. Let’s visualise
this.

Those white lines running through the particles are the potential energy (there’s the classical mechanics!). If the particles get too close they start to gain potential energy and are repelled by each
other. Conversely as they move apart they also gain some potential energy and are pulled back
towards each other. What about when these forces cancel out? That’s the lowest point along the
potential energy curve. If the system is at a low enough temperature all the particles will keep
pushing and pulling until they get stuck in these potential wells, and we call this freezing!
We’ve made some assumptions in the diagram above about how strong the pushing and pulling
forces are, and how they change with distance. If you click on the Potentials tab in Argon you can
play with three commonly used potentials, and even design your own. To know if what we’ve designed is any good at modelling the real world we run simulations to see if our model can reproduce
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well known physical phenomena, such as freezing or sublimation. If it does we have a good model!

The Lennard-Jones and Morse potentials are named after the people that made them, and the
Square Well potential is all in the name. Designing a potential that reproduces all physical behaviour
is a difficult problem, so different potentials are often used to simulate different phenomena. That
pretty green blob in the background is known as a radial distribution function.
So we design our potential curve, but we’re not done yet because we need to get our particles to
move in the simulation. Each particle will have an initial position and velocity. To work out what
happens next we use an algorithm. In the case of molecular dynamics the algorithm is the set of
instructions for working out the new position of the particles. There are a couple of ways we can
do this, and the one Argon uses is known as the Velocity Verlet algorithm.
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The Velocity Verlet Algorithm
At every time step there are three steps:
1. Calculate particle positions
First we figure out where all the particles are in the system, so we record their x and y coordinates.

9

2. Calculate forces between particles
Then we go through each particle and calculate the force it feels from all other particles. The force
a particle feels from another particle depends on the potential being used and the distance between
them. If the particles are in an attractive part of the potential, they will feel a pulling force towards
each other, while being in a repulsive part results in a pushing force.
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3. Calculate particle velocities
Once we know the forces, we can divide by the mass of the particles and get their acceleration. We
can then use this to calculate the velocity of each particle.
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Based on the particle velocities we then go back to step 1 and update the positions.

Notice how in the app the particles have slightly changed colour, as their colour depends on their
velocity. The two top particles are closer together and the potential in this case is attractive,
therefore they move towards each other more than the third particle. Now the particles have
moved, we update the forces again.
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If there are any Gaussians in the system, their force on the particles also needs to be included.
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Lastly, if the system is not at zero temperature the thermostat needs to be included in the algorithm.
The hotter the temperature, the more kinetic energy the particles have. When we update the
velocities we can include temperature by scaling them towards the target temperature of the system.
The scale factor depends upon the ratio between the target temperature and the average velocity
of the particles.
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Radial Distribution Functions
So we make the particles bounce around, but now what? What information can we extract other
than kinetic and potential energy? Radial Distribution Functions are a neat visualisation that can
tell us a lot about the state of the system.
Radial Distribution Functions (RDFs) are a way of mathematically describing the structure of a
microscopic system, like our particles in Argon. If we take a given particle as a reference, we
can look at how the density of particles changes in the area around it as a function of distance.
Essentially, an RDF tells us how many particles there are a certain distance away from each of
the particles – as can be seen in the picture below (the particle in red in this case is the reference
particle):

The RDF can tell us what state the system we are looking at is in – a solid, a liquid or a gas. When
the RDF is measured for a gas, most of the particles will be very far away, but for a liquid or a solid
there will be lots more particles closer to one another – there is more order in the structure. Peaks
which appear in these graphs indicate where there are other particles surrounding the reference
particle, so you would expect lots of these when you look at a solid system where everything is
packed in closely together. When you click on the Potentials tab the green blob jumping around
in the background is a plot of the RDF in real time. Below is the RDF at a low temperature after
the particles have been given time to crystallise.
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Distance goes from left to right, and the size of the green blobs indicate how many particles are
at this distance from a given reference particle (if the white potential curve is confusing, check out
the Molecular Dynamics section). We can see that there are distinct peaks in the distribution,
indicating an ordered structure with particles located at specific points. Now let’s ramp up the
temperature and see what happens.
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The particles now have a lot of energy, and so get just about everywhere! We can visualise this
in the RDF as it’s now one giant blob spread out over all points. As you can see, there are many
more peaks in a solid RDF than for a gas, and a liquid is somewhere in between. This reflects the
fact that a solid has ‘long range order’, which means that the particles are in a regular pattern usually in a crystal. A liquid has more short range order, which means that there are particles in
relatively regular patterns very close to the reference particle, but as you move further away this
structure becomes less pronounced and more random.
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The Maxwell-Boltzmann Distribution
What if we wanted to know the speeds of all the particles in our system? And how will this change
with temperature? The Maxwell-Boltzmann distribution helps us find answers to these questions.
If we have a sample of gas in a box, then we know all of the particles are moving. A key question
is: how fast are they going? However, think about a single gas particle in the box; it is constantly
colliding with other particles, as well as the walls of the box. Each of these collisions could increase
or decrease the speed of the particle, so it’s not terribly useful to think about the speed of one
particular particle at a particular time. Instead, we think about all of the gas molecules at once
and ask: what fraction of gas molecules are moving at a specific speed at any given time? Or, to ask
the same question but worded slightly differently, if we think about a specific particle speed, what
is the probability that a gas particle is moving at that speed? This question is answered by the
Maxwell-Boltzmann distribution, which we can plot as a graph for argon gas at room temperature:
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The fraction of particles with zero speed is zero: this has to be the case because all of the particles
are moving. If we think about larger particle speeds, then the fraction of particles with that speed
first increases to a maximum, and then decreases. Note that there is no maximum speed for the
particles! If we look at very, very large particles speeds, then the probability of a particle having
that speed is very, very small – but not zero.
The y-axis is labelled as ‘Probability density’ rather than just as probability. This reflects that
we really need to think about the area under the curve, not just the value of the curve itself.
After all, it’s impossible for a particle to have a speed of exactly 10 m s−1 , and not 10.01 m s−1
or 10.000 001 m s−1 . Instead, we should think about ranges of possible speeds. For example, the
probability of a particle having a speed between 10 m s−1 and 15 m s−1 is given by the blue area,
and the probability of a particle having a speed between 20 m s−1 and 25 m s−1 is given by the red
area:
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Clearly, the blue area is much bigger than the red area, so in this case it is much more likely to find
the particle with a speed between 10 m s−1 and 15 m s−1 than between 20 m s−1 and 25 m s−1 .
What about particles at different temperatures? Well, intuitively we would guess that if the temperature increased then the particles would move faster. This is indeed true, and we can see this
in the Maxwell-Boltzmann distribution:
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However, it is not a case of the graph simply shifting to the right. The area under the entire curve
must stay the same at all temperatures, because the area under the entire curve gives us the probability of a particle having between zero and infinite speed. Of course this must always be true, so
the probability is always 1. Thus, for the speeds to increase, we have to spread the curve out so
that the area stays the same. Thus at higher temperatures, not only does the average speed of the
particles increase, but particles are more likely to have speeds spread out over a larger range.
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In Argon we can plot the Maxwell-Boltzmann distribution in real time by clicking on the MaxwellBoltzmann button in the Controls tab.

21

